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Improving Digital-to-Analog Converter Linearity
by Large High-Frequency Dithering
Arnfinn A. Eielsen, Member, IEEE, and Andrew J. Fleming, Member, IEEE

Abstract—A new method for reducing harmonic distortion due
to element mismatch in digital-to-analog converters is described.
This is achieved by using a large high-frequency periodic dither.
The reduction in nonlinearity is due to the smoothing effect this
dither has on the nonlinearity, which is only dependent on the
amplitude distribution function of the dither. Since the highfrequency dither is unwanted in the output of the digital-to-analog
converter, the dither is removed by an output filter. The fundamental frequency component of the dither is attenuated by a passive
notch filter and the remaining fundamental component and harmonic components are attenuated by the low-pass reconstruction
filter. Two methods that further improve performance are also
presented. By reproducing the dither on a second channel and subtracting it using a differential amplifier, additional dither attenuation is achieved; and by averaging several channels, the noise-floor
of the output is improved. Experimental results demonstrate more
than 10 dB improvement in the signal-to-noise-and-distortion
ratio.
Index Terms—Convolution, digital analog conversion, dither,
element mismatch, linearization techniques, nonlinear distortion.

I. I NTRODUCTION

P

HYSICAL implementations of digital-to-analog converters (DACs) introduce nonlinearity due to element mismatch that can become the limiting factor to performance [1],
[2]. An example of this is shown in Fig. 1, which plots the
measured power spectrum of a 16-bit DAC on a National
Instruments PCIe-7851R card. The harmonic frequency components are caused by the nonlinearity of the DAC which results
in a signal-to-noise-and-distortion ratio (SINAD) of 94.2 dBc
instead of the theoretically achievable 98.1 dBc.1
In many applications it is desirable to improve the performance of existing DAC systems, hence there is a demand for
methods which can be retrofitted with only minor hardware
variations.
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Fig. 1. Power spectrum from a 16-bit DAC with element mismatch.

A. Existing Methods for Mitigation of Element Mismatch
Known methods for reducing the effect of nonlinearity in
DACs include physical component trimming, physical calibration of output current elements, and dynamic element matching
[2]–[6], as well as digital calibration using stored level measurements for Δ − Σ modulators [4], [7], [8].
Component trimming and physical calibration of output current elements can lead to significant improvements in linearity
[6], [9]. However, component trimming must be done during
manufacturing [6], and existing current element calibration
techniques require additional circuitry to be included as part
of the DAC layout [6], [9]. Hence, these methods cannot be
retrofitted to an existing DAC.
Dynamic element matching (DEM) relies on redundancy
in the output elements [2], [3], and can be very effective at
reducing the effects of element mismatch. A recent implementation of DEM in the form of data-weighed averaging
(DWA) was reported in [8] to yield a SINAD improvement
of up to 11.4 dB for a 14-bit DAC. If two or more DAC
channels are available, element redundancy can in principle be
introduced and DEM can be retrofitted to an existing system
by summing the channels. When applying this method to an
existing system, the main drawbacks are the need for several
channels, and increased computational requirements due to the
element switching logic. The amount of glitch energy produced by the DACs will likely influence the achievable performance [10].
Similarly, Δ − Σ modulation can be retrofitted to an existing
DAC by preprocessing the input signal. However, to obtain
good performance, digital calibration [7] or additional DEM is
required [4]. The main drawback to using digital calibration
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is the requirement to measure and store the output levels of
the DAC. For a DAC with a large word-size, this is timeconsuming and it requires a precision multimeter or a precision
analog-to-digital converter (ADC). The levels will also drift
with time, due to temperature sensitivity and aging, which necessitates re-measuring of the levels to maintain performance.
Computational requirements are also increased due to the noiseshaping filter, storage of the measured levels, and possibly for
implementing DEM. Digital calibration was reported in [8] to
yield a SINAD improvement of up to 18.0 dB for a 14-bit DAC.
It should also be mentioned that there exist more specialized
methods for generating low-distortion sinusoidal signals. These
methods include distortion shaping [11], [12] and harmonic
cancellation [13]–[15].
B. Outline of Proposed Method
The method presented here can also be retrofitted to an
existing DAC. Compared to DEM and Δ − Σ modulation, the
computational complexity is limited to periodic signal generation. In contrast to Δ − Σ modulation with digital calibration,
the method can improve the DAC performance without any
knowledge of the nonlinearity, which is similar to DEM. Similar to Δ − Σ it requires sufficiently high bandwidth to allow
for oversampling. One area of application that requires high accuracy is control of high-speed flexure-guided nanopositioning
devices. The majority of available devices have a bandwidth
between 100 Hz to 10 kHz [16], hence many modern highresolution DACs will have the required bandwidth to allow for
oversampling.
The method is based on the fact that a static nonlinear
function n(·) can, by the application of a suitable periodic
dither, be approximated by a smoothed nonlinear function
N (·), where N ∞ ≤ n∞ ; hence reducing the effects caused
by the nonlinearity n(·) [17]–[20]. The smoothed nonlinearity
N (·) is determined by the nonlinearity n(·) and the amplitude
distribution function of the dither. The validity of the approximation is mainly dependent on the frequency of the dither,
hence it is termed high-frequency (HF) dither.
The HF dither will reduce the effect of the nonlinearity below
the dither frequency. Similar to Δ − Σ modulation, there is a
large amount of undesired high-frequency power in the output
signal which must be removed. Contrary to Δ − Σ modulation,
most of the undesired output signal content is periodic and
independent of the input signal. A significant amount of this
can be removed by notch filters and the low-pass reconstruction
filter.
By reproducing the HF dither on a secondary DAC and
subtracting the signal using a differential amplifier, additional
reduction of the unwanted signal content can be achieved. The
increased noise-floor due to the reduced effective range can be
improved by averaging over several channels.

mismatch, introduce harmonic distortion. Contrary to element
mismatch, by using a suitable dither, it is possible to completely
remove harmonic distortion due to uniform quantization [21],
[25]. When dithering a uniform quantizer, the main goal for
dithering is to decorrelate the quantization error from the input
signal and to increase the effective resolution of the dataconverter. Many types of dither have been investigated, including sinusoidal or periodic dithers [27]–[30], and stochastic
dithers [29]–[32].
D. Dithering Quantizers With Element Mismatch
Dither will also affect nonlinearity in the form of element
mismatch. This is the main focus of this article. The effects
and improvements due to dither in data-converters with element
mismatch have previously been studied, but this is limited to
stochastic dithers [33]–[38]. For ADCs, the stochastic dither
used can be large in amplitude, but averaging is subsequently
used to reduce the impact and achieve improved effective
resolution. For DACs, the dither is either small in amplitude
(on the order of a few least significant bits), or it is bandwidth
limited such that the power is outside the desired baseband. A
SINAD improvement of 4 dB for a 9-bit DAC utilizing the latter
technique was reported in [38].
It is known that in closed-loop control systems with static
nonlinearities, sinusoidal or periodic dithers can improve the
performance [17]–[20]. Here, the theory of periodic dithering in
closed-loop control systems with static nonlinearities is applied
to digital-to-analog conversion. The static nonlinearity in DACs
is due to element mismatch.
E. Applications
The main intended application of the method is to improve
the performance in control systems for nanopositioning and
metrology [16], [39], [40]. For such applications, the reduction
of unknown nonlinearities also reduces systematic measurement errors that can not be reduced by averaging, as would
be the case for stochastic errors [39]. Hence, an improvement
in SINAD is beneficial, even if the signal-to-noise ratio (SNR)
is reduced. However, many digital signal processing platforms
used for control are often equipped with several DAC channels.
Thus, a reduced SNR due to a large HF dither can therefore
be recovered using channel averaging if unused DACs are
available.
By application of the presented method, it should be possible
to improve the linearity of lower-end DACs, and recover the
noise-floor by using several DACs. This can potentially be a
cost effective solution to obtain comparable performance to a
single high-end DAC.
II. C ONTRIBUTIONS

C. Dithering Uniform Quantizers
Dither is a well-researched topic for mitigation of quantization effects in data-converters [21]–[26]. The nonlinearity
introduced due to uniform quantization will, similar to element

Three different methods are presented. The main contribution
is the application of a large HF periodic dither with uniform
amplitude distribution designed to reduce the effect of the
static nonlinearity due to element mismatch, and the subsequent
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removal of the HF dither in the output by using an analog notch
and low-pass filter.
Next, the limited attenuation performance of the notch and
low-pass filter is counteracted by reproducing the HF dither on
a secondary DAC and subtracting the signal using a differential
amplifier.
Last, due to the large amplitude of the HF dither, the effective
range of the DAC is reduced. The subsequent increase of the
noise-floor can be improved by averaging several channels.
Channel averaging will not mitigate element mismatch, but it
will reduce the stochastic component in the output signal.
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Fig. 2. Uniform quantizer model. (a) Quantizer. (b) Dithered quantizer.

III. N OISE AND D ISTORTION IN DAC S
There are several non-ideal effects and artefacts that occur in
a DAC. The fundamental sources are aliasing and quantization.
These effects are due to the fact that a DAC operates on a signal
that is discretized both in time and value [23]. Aliasing occurs
because sampling a signal in time will generate repeated spectra
over the Nyquist-frequency (half the sampling rate) [41], [42].
Quantization is the process of mapping a large set of values to
a smaller set of values, therefore it discards some values and
introduces a signal dependent error [43], [44].
The main secondary effects include nonlinearity due to element mismatch and thermal and semiconductor noise generated
by the components in the DAC. Element mismatch causes the
actual output levels of the DAC to deviate from the ideal levels.
This generates both a static error as well as harmonic and
intermodulation distortion [6]. It is also the main limitation to
the effectiveness of Δ − Σ modulation [2]. The main sources
of thermal and semiconductor noise are the resistor network
producing the output voltage levels, the voltage reference, and
the output buffer [6], [45], [46].

A. Harmonic Distortion
A static nonlinearity n(w) will generate harmonic distortion
if it is excited by a sinusoidal signal. Harmonic distortion is the
presence of signal components at multiples of the frequency
ω0 in the output of the function n(w). Element mismatch can
be well approximated by a polynomial; a Taylor series. The
number of higher order harmonic components is related to the
order of the polynomial [6], [47]–[49].

B. Intermodulation Distortion
If the nonlinearity n(w) is excited by multiple sinusoidal
signals with distinct frequencies, there will be intermodulation
components in addition to the harmonic components. The intermodulation components appear at sums and differences of
multiples of the input frequencies, and can therefore appear
below the frequency of the input signal with the lowest frequency. Increasing the order of the polynomial describing the
nonlinearity or the number of frequency components in the
input will generate a higher number of harmonic components
and intermodulation components [6], [47], [48], [50], [51].

Fig. 3. Sinusoidal waveform quantized by a mid-tread uniform quantizer.

C. Uniform Quantization
A quantizer is represented by the block-diagram symbol in
Fig. 2(a). A quantizer is an operator that takes the input values
w from a large set and maps them to discrete values y in a
smaller set. A uniform quantizer maps to equidistant values
with a step-size δ, called the quantization step-size or the least
significant bit (LSB). The quantizer is a discontinuous nonlinear function that will generate harmonic and intermodulation
distortion [52], [53].
A DAC typically has 2B number of levels, where B is the
word-size (bits). The quantization step-size is
δ=

Δ
− 1)

(2B

(1)

where Δ is the output range of the DAC. A mid-tread uniform
quantizer is defined using the truncation operator T (w)


w 1
+
(2)
k = T (w) =
δ
2
where · denotes the floor operator. The truncation operator is
a discontinuous function. The output y of the quantizer given
an input w is
y = Q(w) = δT (w) = δk.

(3)

A mid-tread quantizer is illustrated in Fig. 3 and the term means
that zero will be part of the set of output values.
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1) Dithering the Uniform Quantizer: For frequency-rich
input signals and when using quantizers with B = 7 bits or
more, the quantization error
Δ

q(w) = y − w = Q(w) − w

(4)

is often modeled as an additive, zero-mean, and uniformly
distributed white-noise signal with variance
σq 2

δ2
.
=
12

(5)

This is called Bennett’s classical model of quantization, or the
pseudo quantization noise (PQN) model [6], [23], [25], [52].
If the input signal is narrow-band and/or small relative to the
quantization step-size, for example if it is a small-amplitude
sinusoidal signal, the model is no longer valid, thus introducing
undesirable spuriae [25], [31], [43]. This is often the case in
technical applications, where signals such as steps, sinusoids,
and triangle-waves are common. The PQN model can be made
valid by the addition of a dither d, as indicated in Fig. 2(b).
If the dither is subtracted from the output, perfect decorrelation of quantization noise from the input signal is possible
[21]. However, due to the difficulty of perfectly reproducing and
subtracting a small noise dither, the effect of using subtractive
dithering is reduced in practice [25].
The total output error
Δ

ε=y−x

(6)

(7)

The signal ε can be made stationary [54] with a constant first
and second moment that is independent of the signal x, by using
a dither d with a triangular probability distribution function
(TPDF) of range [−δ, δ] [25], [26]

 
|v|
1
v
|v| ≤ δ
1
δ 1− δ
triang
=
(8)
δ
δ
0
|v| > δ.
A dither signal with a TPDF can be generated by exciting the
high-pass filter
H(z −1 ) = 1 − z −1

quantization and allows the total output error to be considered a
stationary white-noise signal. However, the variance of the total
output error ε is three times larger
σ ε 2 = σd 2 + σq 2 =

δ2
4

(9)

by uniformly distributed white noise in the interval [−δ/2, δ/2]
[25]. The summation or difference of two samples from a
sequence of independent and identically distributed (IID) samples drawn from a uniform distribution means that the output
distribution will be the convolution of two uniform distributions
[55]; hence the output will have a TPDF. The power spectral
density (PSD) function of the signal is



2π
δ2
1 − cos
f
(10)
Sd (f ) =
6fs
fs
where fs is the sampling frequency for the filter H(z −1 ).
Non-subtractive dithering using a noise signal with TPDF
in the interval [−δ, δ] eliminates the distortion due to uniform

(11)

but the high-pass frequency distribution means that a large
portion of the dither noise can be attenuated by the low-pass
reconstruction filter.
IV. N ONLINEAR Q UANTIZER
All digital-to-analog converters have element mismatch. This
means that the actual levels deviate from the ideal equidistant
levels (3). The element mismatch is typically modelled as an
additive static nonlinearity. Hence, the output of the quantizer
in (3) is modified to be
ỹ(k) = y(k) + δINL(k) = δk + δINL(k).

with nonsubtractive dithering becomes, using (4)
ε = Q(x + d) − x = d + q(x + d).

Fig. 4. Nonlinear quantizer model.

(12)

The static nonlinear function INL(k) is called the integral
nonlinearity and the standard definition is [6]
Δ

INL(k) =

ỹ(k) − δk
.
δ

(14)

The effect of the nonlinearity due to the input w seen on the
output is described by the function n(w)
n(w) = δINL(k)|k=T (w) .

(14)

This is a discontinuous function due to the truncation operator.
The model of the nonlinear quantizer is shown in Fig. 4.
A. Smoothing Due to High-Frequency Dither
If the nonlinear function n(w) is excited by the sum w =
x + p of an arbitrary signal x and a periodic dither p with sufficiently high frequency and amplitude, the function n(x + p)
can be approximated by another function N (x) with a narrower
nonlinear sector, N ∞ ≤ n∞ . Hence, the effects caused by
the nonlinearity are reduced [17]–[20].
The definition of the smoothed nonlinearity N (x) is
Δ

N (x) =

n(x + v)dFp (v).

(15)

R

Here Fp (v) is the amplitude distribution function of the HF
dither p. The method relies on the equivalence of the above
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Lebesgue–Stieltjes integral and the time-average over one period τ of the periodic dither, where x is assumed to be constant
for the duration of the period [20]

If Fp is absolutely continuous with a bounded derivative LF =
supv∈R |fp (v)| < ∞, then [20]
τ

τ

R

1
n(x + v)dFp (v) =
τ
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n (x + p(t)) dt.

τ

n (x(t) + p(t)) dt −

(16)
0

0

The error introduced by the assumption of x being piecewise
constant with duration τ goes to zero as τ → 0. The error is
quantified in Section IV-B. If the distribution Fp is absolutely
continuous, the averaging effect of the dither p on the nonlinearity n(w) can be found by evaluation of the Lebesgue–Stieltjes
integral of the form

0

≤ 2LF Lx nTV τ 2 .

R

n(x + v)fp (v)dv.

(22)

The expression  · TV denotes the total variation. If n : R →
R is a function, the total variation nTV is defined to be the
supremum [56], [57]
M
Δ

n(x + v)dFp (v) =

n (x̃ + p(t)) dt

nTV =

(17)

|n(wi ) − n(wi−1 )|

sup

w0 ≤...≤wM

(23)

i=1

R

Here, fp (v) is the amplitude density function, defined as
Δ

fp (v) =

d
Fp (v).
dv

(18)

The smoothed nonlinearity N (x) can be found as the crosscorrelation of the function n(w) and the amplitude density
function of the dither. A signal with uniform amplitude density

 v 
1
|v| ≤ A
1
rect
= 2A
(19)
fp (v) =
2A
2A
0 |v| > A
is an example of a signal with an absolutely continuous amplitude distribution function. One realization of such a signal is
the triangle wave, which is the dither used in the experiments.
If fp (v) is even, (17) can be found as a convolution product, and
by using the triangle wave dither this is equivalent to filtering
INL(k) by a filter with Fourier transform
∞

δfp (v)e−j2πξv dξ = δsinc(2Aξ)

(20)

where the supremum ranges over all finite increasing sequences
w0 , . . . , wk of real numbers with M ≥ 0. If nTV is finite,
n(w) has bounded variation. Hence, the function n(w) can be
discontinuous, but it must be bounded.
The expression (22) means that the approximation error is
most sensitive to the dither period τ ; and if τ → 0, the error
goes to zero. If a uniform dither is applied to a DAC with
a nonlinearity described by INL(k), the Lipschitz constant is
LF = 1/A for the uniform distribution, Lx = γω0 for a sinusoidal input signal γ0 sin(ω0 t), and the total variation nTV
can be found from
|DNL(k)|

nTV = δ

(24)

k

where
DNL(k) = INL(k) − INL(k − 1)

(25)

which is called the differential nonlinearity [6].

−∞

which has a low-pass characteristic. Hence, the dither attenuates the variations in the INL. Increasing the dither amplitude
A increases the smoothing of the INL.
Even though the dither will reduce the harmonic distortion
of the arbitrary carrier x, there will still be intermodulation
between the dither p and the carrier x. The intermodulation
depends on the original nonsmoothed INL. However, this might
not be a problem in many practical situations, as the dither
frequency should be high in order for (16) to hold.
B. Approximation Error
Given a signal x : [0, τ ] → R with a Lipschitz constant Lx .
This signal can be approximated by a constant x̃ in each interval
τ , which is the period of the dither. Hence, x̃ satisfies
min x(t) ≤ x̃ ≤ max x(t).

t∈[0,τ ]

t∈[0,τ ]

(21)

C. Summary of the High-Frequency Dither Method
By adding a periodic HF dither with sufficient amplitude,
such as a triangle-wave, to the carrier signal sent to a DAC, the
distortion due to element mismatch can be reduced. Element
mismatch is expressed using the integral nonlinearity (INL)
(13). The dither amplitude A determines the amount of smoothing of the INL. The attenuation of variations in the INL with
respect to the input voltage by the equivalent low-pass filter in
(20) will increase as A increases. That is, the main lobe of the
function δsinc(2Aξ) becomes narrower as A increases.
The validity of the smoothing effect is mainly dependent on
the period of the HF dither. The approximation error associated
with the cross-correlation product in (17) is expressed in (22).
It can be seen that the choice of dither period τ will have a
larger influence on the approximation error than the amplitude
distribution function Fp due to the square-law dependence.
A high dither frequency will also ensure that intermodulation
products do not appear in the baseband.
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V. AVERAGING U SING S EVERAL C HANNELS
With regards to uniform quantization, since a stochastic
dither d with a TPDF in the range [−δ, δ] makes the first
and second moment of the total output error ε independent of
the input signal and spectrally white, it should be possible to
reduce the noise-floor by averaging over several channels, if
each channel is dithered using independent dithers. However,
averaging will have negligible impact on element mismatch.
Considering the nonlinear output ỹ = Q(w) + n(w), the output without HF dither is
ỹi = x + di + qi + ni (x + di )

(26)

and the total error with nonlinear output for one channel i is
ε̃i = ỹi − x = εi + ni (x + di ) ≈ εi + ni (x).

(27)
hence there would be no reduction of the nonlinear response
due to averaging several channels.

Similarly the output with HF dither p is
ỹi = x + p + di + qi + ni (x + p + di )

(28)

and the total error with nonlinear output and HF dither for one
channel i is
ε̃pi = ỹi − (x + p) = εi + Ni (x + di ) ≈ εi + Ni (x).

(29)

σdi , thus ni (x + di ) ≈
By making the assumption that σx
ni (x) and Ni (x + di ) ≈ Ni (x), the signals {εi } can be considered stationary and stochastic, and {ni (x)} and {Ni (x)} can be
considered quasi-stationary deterministic signals [54] if x(t) is
a quasi-stationary deterministic signal.
The average error for K channels in the two cases are
ē =

1
K

K

εi +
i=1

1
K

K

mi (x) = ε̄ + m̄

(30)

1
Var(ε̄2 ) = σε 2 .
K

(31)

The variance of m̄ on the other hand is a sum of correlated
signals, therefore the variance is
1
K

K

mi =
i=1

1
K2

n

Var(mi )+
i=1

VI. S UBTRACTING THE HF D ITHER
Consider two channels, where one channel produces the
carrier signal and the HF dither
ỹ1 = x + p + ε1 + m1 , m1 = n1 (x + p + d1 )

(34)

and the other channel produces only the HF dither
ỹ2 = p + ε2 + m2 , m2 = n2 (p + d1 )

(35)

then the output of a differential amplifier yd fed with the two
signals will be

i=1

where mi = ni in the case without dither and mi = Ni in the
case with dither.
Since E[εi 2 ] = σε 2 , the variance of the error due to the
dithered uniform quantizers can be reduced by a factor of 1/K

Var

Fig. 5. Measured and de-trended INL for all DAC channels used in the
experiments, offset by 1 bit for legibility.

2
K2

Cov(mi , mj ).
i<j

(32)
DACs often exhibit characteristic nonlinearity depending on the
topology and production process [6], hence using channels with
the same type of DAC, the nonlinearity will be very similar
among the channels, i.e., mi ≈ mj . The measured INL for all
DAC channels used in the experiments is shown in Fig. 5, and
confirms this notion for the experimental system. This leads
to a high correlation between the channels for the nonlinear
response. In the special case when mi = mj the variance
becomes
K(K − 1)
K
Var(mi ) +
Var(mi ) = Var(mi )
K2
K2

(33)

yd (s) = W+ (s) (x(s) + p(s) + ε1 (s) + m1 (s))
− W− (s) (p(s) + ε2 (s) + m2 (s))

(36)

where the filters W+ (s) and W− (s) account for the impedance
of the noninverting and inverting input of the amplifier.
If W+ (s) ≈ W− (s), the output is
yd (s) ≈ W+ (s) (x(s) + ε1 (s) − ε2 (s) + m1 (s) − m2 (s)) .
(37)
Hence, with closely matched impedances, it is possible to
remove the HF dither p in the output, but the variance of the
noise component will be twice as large
Var(ε1 − ε2 ) = 2σε 2

(38)

and the distortion due to the nonlinear components m1 and m2
is still present. However, if the dither p is large, the removal of
this signal will still improve the overall performance.
VII. N UMERICAL AND S IMULATION R ESULTS
The voltage levels for all of the eight DAC channels on a
National Instruments PCIe-7851R system were measured using
an Agilent 34461A precision multimeter and the INL for each
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Fig. 6. Measured INL for one of the DAC channels, also shown in Fig. 5, on the
NI PCIe-7851R and the result from smoothing the INL with a uniform dither
with a range of 50% of the full range (5 V).

Fig. 8. Simulated spectra showing the effect of the HF dither. (a) Spectrum up
to 20 kHz. (b) Spectrum up to 500 kHz (Nyquist-rate).
Fig. 7. Treating the quantizer as a saturation nonlinearity and increasing the
input range, this figure shows the result from smoothing with a uniform dither
with a range of 50% of the original range (5 V).

channel was computed using these measurements. The detrended results are shown in Fig. 5.2
Using the INL for one of the channels, the smoothed INL
using a uniformly distributed dither with an amplitude of
5 V (50%) was computed using the cross-correlation product
in (17). The result is shown in Fig. 6. By treating the quantizer
as a saturation nonlinearity and increasing the input range,
the smoothed equivalent nonlinearity was similarly computed.
The result is shown in Fig. 7, which indicates that using a
carrier with more than 50% of the range will result in harmonic
distortion due to the parabolic interpolation when |x| > 5.
The effect of the dither was simulated using the measured
INL for one of the channels. An input carrier signal with a 5-V
amplitude at 999 Hz without the HF dither was applied to both
the measured INL and the smoothed INL. The measured INL
and the smoothed INL used is shown in Fig. 6. Next, the same
carrier combined with a 5-V 50-kHz dither was applied to the
measured INL. The three cases are shown in Fig. 8.
Inspecting Fig. 8(a), a reduction in the harmonic distortion
can be seen. There is also a good correspondence between the
result using the smoothed INL without HF dither and the result
using the measured INL with HF dither, confirming that the INL
is indeed smoothed by the HF dither and that the approximation
error due to a non-zero period τ for the HF dither is small, as
2 This is done using the detrend function in MATLAB, which removes the
least-squares straight-line fit from a dataset.

Fig. 9. Time-series showing the carrier and carrier with HF dither that is input
to the DAC.

Fig. 10. Experimental set-up.

predicted by (22). In Fig. 8(b) the presence of the HF dither and
the intermodulation products between the carrier and the HF
dither frequency components can be seen, confirming that most
of the unwanted signal content is above the chosen baseband
bandwidth of 10 kHz. The input signals used in the simulations
are shown in Fig. 9.
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Fig. 11. Analog signal post-processing to remove the HF dither. (a) Twin-T notch filter. (b) Sallen-key low-pass filter. (c) Differential amplifier.

VIII. E XPERIMENTAL S ET-U P
The experimental set-up is shown in Fig. 10. A National Instruments PCIe-7851R system was used to provide eight 16-bit
DAC channels with a sampling rate of up to 1 MS/s. The DAC
channels are controlled via the onboard field-programmable
gate array (FPGA), which allows streaming of eight 1-MHz
16-bit wide signals using direct memory access (DMA) from
a computer (CPU) running the National Instruments LabView
software. The CPU was used to generate the carrier x, highpass noise dither with TPDF d, and the triangle-wave HF dither
p. The experiments were conducted using the following four
different configurations of the set-up in Fig. 10.
1) Using a single channel, K = 1, for the carrier and HF
dither with the inverting input of the differential amplifier
grounded.
2) Using a single channel, K = 1, for the carrier and HF
dither, and single channel for the HF dither with the
inverting input of the differential amplifier connected.
3) Using four channels, K = 4, for the carrier and HF
dither with the inverting input of the differential amplifier
grounded.
4) Using four channels, K = 4, for the carrier and HF dither,
and four channels for the HF dither with the inverting
input of the differential amplifier connected.
In every case the output of the differential amplifier was
filtered by the notch and low-pass filter.

The output spectra were measured using a National Instruments USB-6289. It contains an Analog Devices AD7674
18-bit successive approximation analog-to-digital converter
(ADC). This ADC has sufficient linear performance, with a
spurious-free dynamic range (SFDR) of 120 dBFS for the
carrier frequencies considered here. A sampling rate of 625 kS/s
was used. The power spectra were generated using power
spectrum estimation in LabView, using a frequency resolution
of 1 Hz, at least 100 averages, and a Kaiser window [58] with
window parameter α = 38.
A. Differential Amplifier and Notch Filter
The high-frequency power in Fig. 8(b) is unwanted in the
output and suitable filtering in required to attenuate it. In the
experimental set-up this is achieved with a buffered passive
twin-T notch filter and Sallen-Key low-pass (reconstruction)
filter, as well as a differential amplifier which is used to subtract
the HF dither produced on a secondary channel.
There are several filter topologies that can implement a
notch filter, but all-pole topologies are excluded as the notch
requires the introduction of zeroes. Some of the simplest active
topologies suitable for a notch filter, in terms of component
count and tuning, are the Bainter-notch [59] and the gyrator [60]. However, the passive twin-T notch [46], [61] in
Fig. 11(a) provided the best attenuation, linearity, and noise
performance. The notch was tuned to a center-frequency of
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where the standard deviation σt = σd + σn accounts for all unwanted components in the output signal. The effective-numberof-bits is defined as
ENOB =

(SINAD − 1.76)
.
6.02

The ENOB specifies the equivalent resolution of an ideal DAC
(with uniform quantization and a uniformly distributed quantization noise with variance σq 2 = δ 2 /12). Last, the dynamic
range is found as
√
SINAD
DR = 3/ 2 × 10− 20 .
Fig. 12. Magnitude response for signal path through the notch and low-pass
filter, as well as the common-mode input path.

50 kHz. The low-pass filter was implemented using the unitygain Sallen-Key topology [46], [62]. To achieve the best noise
and linearity performance, high-voltage polypropylene capacitors and low-value resistors were required. To avoid noise
peaking, it was also necessary to limit the ratio of capacitors to
less than three. This limits the achievable Q-factor; therefore,
the Butterworth prototype was utilized since this does not
require poles with high Q-factor. The cutoff frequency was fc =
25 kHz. The magnitude response for the combined notch and
low-pass filter is plotted in Fig. 12.
A suitable differential amplifier topology is the instrumentation amplifier [46]. Care must be taken to match input impedances in order to obtain matching gain for the inverting
and non-inverting input terminals. The gain matching is frequency dependent and mainly depends on the bandwidth of the
operational amplifier used. The measured magnitude response
for the common-mode path is plotted in Fig. 12, showing an
attenuation of the signal difference by more than 80 dB.
IX. E XPERIMENTAL R ESULTS
A set of experiments were conducted in order to assess the
performance improvement that can be achieved using the HF
dither, as well as channel averaging and HF dither subtraction.
The measured performance results are summarized in Table I,
and a comparison of performance metrics for some of the
experiments using a 99 Hz carrier are listed in Table II. The
results are summarized using the following standard metrics [6].
The SNR
 
σs
SNR = 20 log10
σn
where σs is the standard deviation of the carrier signal, and σn
is the standard deviation of the noise excluding the harmonic
components of the carrier signal. The total-harmonic-distortion
 
σd
THD = 20 log10
σs
where σd is the standard deviation of the harmonic components
of the carrier signal, excluding any other component. When
computing the THD, all the harmonic components up to 10 kHz
were used. The signal-to-noise-and-distortion
  ratio
σs
SINAD = 20 log10
σt

The DR corresponds to the way resolution is defined for metrological systems [40], that is, the resolution ρ in a metrological
system is defined as
ρ = 6σt .
If the error ỹ − x can be approximated by a normally distributed
noise realization, then P (−3σt < ỹ − x < 3σt ) ≈ 99.7%, and
the range 6σt is a good approximation to the peak-to-peak
value. For a DAC with range Δ, the DR is defined as
ρ
DR = .
Δ
Some of the power spectra used to produce the measurements
in Table I are presented in Figs. 13 –16.
X. D ISCUSSION
Fig. 13 shows the effect of averaging DAC channels (see
Section V). The spectrum when using a single channel is
compared to the spectrum when using four channels. It can be
observed that the noise-floor is reduced, but the averaging has
little effect on the harmonic distortion, see Table II(4).
The effect of the HF dither (see Section IV-A) is illustrated in
Fig. 14. The response from experiment I, using a 10-V carrier
at 99 Hz, is compared to the response from experiment M,
when using a 5-V carrier at 99 Hz and a 5-V HF dither at
50 kHz. It is apparent that the harmonic distortion is reduced.
From the results comparison in Table II(5), the improvement in
SINAD is 10.3 dB, even when the carrier amplitude has been
reduced by 6.02 dB. Comparing the results for experiment C
and E in Table II(2), where the same carrier amplitude has been
used, an improvement in the SINAD of 14.9 dB can be seen.
For these two experiments the THD differ by −17.8 dB. The
performance gain is due to the reduction of harmonic distortion.
Since the only change between the experiments is the addition
of HF dither, the reduction in harmonic distortion is due to the
smoothing effect on the INL. A similar comparison is presented
in Fig. 15, with results from experiments J, L, and N, using a
carrier at 999 Hz. The same effect is seen in this case, but with
a reduced SINAD improvement of 7.30 dB.
At 99 Hz the carrier is well within the chosen baseband
(10 kHz) and the decreased amplitude of the harmonics due
to smoothing of the INL should be most noticeable. As the
carrier frequency increases, some frequency components due to
intermodulation will start to appear in the baseband, deteriorating performance. However, the spectrum will still be dominated
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TABLE I
M EASURED P ERFORMANCE R ESULTS

TABLE II
R ESULT C OMPARISON FOR 99-H Z C ARRIER S IGNALS

Fig. 13. Channel averaging: Using filter configs. 1) and 3). Spectra with a
99 Hz carrier signal that show the effect of channel averaging (reduced noisefloor, little effect on harmonic distortion).

Fig. 14. HF dither: Using filter configs. 3) and 4). Spectra with a 99 Hz carrier
signal that show the effect of the HF dither (reduced harmonic distortion)—
10.3 dB improvement.

by the harmonic distortion. As the carrier frequency increases
towards the baseband cutoff, the higher-order harmonic components will move out of the baseband, and the performance will
increase again. A carrier at 999 Hz results in approximately the
worst-case performance.
Increasing the HF dither amplitude will further reduce the
harmonic distortion. However, since the effective range is re-

duced, the contribution from the noise-floor starts to dominate
and the SINAD decreases. Similarly, decreasing the HF dither
amplitude increases the harmonic distortion, and the distortion
becomes the dominant contribution among the unwanted output
components; hence the SINAD will decrease. A dither amplitude of 50% was close to optimal for the experimental system
used.
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XI. C ONCLUSION

Fig. 15. HF dither: Using filter configs. 3) and 4). Spectra with a 999 Hz carrier signal that show the effect of the HF dither (reduced harmonic distortion)—
7.30 dB improvement.

It was experimentally demonstrated that the dynamic performance of a DAC can be improved by using a large HF
dither. The improvement is due to the smoothing effect on the
nonlinearity of the DAC. An improvement of the signal-tonoise-and-distortion ratio (SINAD) of more than 10 dB was
achieved. It is straight-forward to retrofit the method to an
existing, sufficiently fast DAC, as it requires only generation
of the HF dither and a suitable analog filter for attenuation of
the dither in the output. Further improvements in SINAD can
be achieved by subtracting the dither using two channels and
a differential amplifier, and by reducing the noise-floor using
averaging of several channels.
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